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the Relational evolution and beyond

For over 40 years, relational databases (RDBMS) have dominated the database market – with Oracle main-
taining a leading position. In 2012, Gartner, the leading information technology research company, reported 
that Oracle holds a greater share of the RDBMS revenue than its four closest competitors combined.1 

Researchers, journalists, and business leaders agree, however, that the industry now stands at the 
brink of another database revolution. New developments have given rise to new database models. The 
Internet has witnessed the explosion of unstructured and semi-structured data, such as online journals, 
blogs, and videos. Gartner predicts that unstructured data will account for 80 percent of the new data 
uploaded to the Internet.2 Although relational databases meet rigorous standards for data integrity and 
consistency, they do not scale unstructured data as well as new database models, such as NoSQL.3 As 
a result, social networking sites, such as Twitter and Facebook, that are home to semi-structured data 
and do not require high levels of data consistency and integrity have adopted noSQL databases. 

The number of data transactions has also skyrocketed in recent years. Within a decade, businesses 
will have to analyze 50 times more data files that are 75 times as large as they are today.4 Companies 
need databases that can process this “Big Data” so that they can obtain timely and accurate business 
intelligence. As a result, many Big Data companies have turned to new data models. When Visa needed 
to process two years of credit transactions, the company turned to Hadoop to process 70 billion 
transactions, thereby reducing processing time from one month to 13 minutes.5 Another technology 
that is fast gaining ground is in-memory databases, which store data in main memory rather than sec-
ondary storage. In-memory databases take advantage of parallel computing and multicore processors 
to deliver faster business intelligence.6 

SAP’s market share grew by an impressive 48 percent in 2012 (compared to Oracle’s 18 percent) and 
the company attributes this growth to the SAP HANNA In-Memory Appliance.7

Additionally, cloud computing provides on-demand access to clusters of computers over the Internet 
at a reasonable cost. Cloud computing enables the widespread adoption of powerful databases in orga-
nizations that could not previously afford the high cost of massive server infrastructure.8 

All these technology advances are revolutionizing the database market. However, the relational model 
is not standing idly by. Today, most large relational database vendors provide in-memory database and 
cloud capabilities. Oracle has invested heavily in research and has acquired many smaller companies in 
order to expand its capabilities. At the end of 2011, it acquired RightNow Technologies for $1.5. The 
deal gave Oracle a leading position in cloud customer service.9 

The relational model has a history of overcoming challenges from other emerging database technologies, 
which is why the overwhelming majority of existing systems still rely on relational databases. It remains 
to be seen if the relational model will evolve once again and adapt to these new challenges. The race is on.

1 Mark Fontecchio, “Oracle the clear leader in $24 billion RDBMS market,” IT Knowledge Exchange, April 12, 2012, 
http://itknowledgeexchange.techtarget.com/eye-on-oracle/oracle-the-clear-leader-in-24-billion-rdbms-market/.
2 Sameer Nori, “Are You Ready for the Growth in Unstructured Information?” ATTIV/O Active Intelligence, March 7, 2013, 
http://www.attivio.com/blog/55-industry-insights/1217-are-you-ready-for-the-growth-in-unstructured- information.html.
3 Guy Harrison, “10 things you should know about NoSQL databases,” TechRepublic, August 26, 2010,  
http://www.techrepublic.com/blog/10things/10-things-you-should-know-about-nosql-databases/1772.
4 David Rosenbaum, “That New Big Data Magic,” CFO, August 29, 2011, http://www3.cfo.com/article/ 
2011/ 8/analytics_that-new-big-data-magic.
5 David Strom, “NoSQL: Breaking free of structured data,” IT World, June 9, 2011, http://www.itworld.com/
data-centerservers/172477/nosql-breaking-free-structured-data.
6 Mike Simons, “SAP Cofounder Hasso Plattner Promises in-Memory Database Revolution,” CIO, May 14, 2009,  
http://www.cio.com/article/492832/SAP_Cofounder_Hasso_Plattner_Promises_in_Memory_ Database_Revolution.
7 Mark Fontecchio, “Oracle the clear leader in $24 billion RDBMS market,” IT Knowledge Exchange, April 12, 2012, 
http://itknowledgeexchange.techtarget.com/eye-on-oracle/oracle-the-clear-leader-in-24-billion-rdbms-market/.
8 Joshua Greenbaum, “A Revolution Threatens the Relational Database,” IT Managment, May 13, 2008,  
http://itmanagement.earthweb.com/columns/entad/article.php/3746191.
9 Larry Dignam, “Oracle acquires RightNow for $1.5 billion, aims turrets at Salesforce.com,” ZDNet, October 24, 2011, 
http://www.zdnet.com/blog/btl/oracle-acquires-rightnow-for-1-5-billion-aims-turrets-at-salesforce-com/61681.
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1 Database Systems
O

N
E In this chapter, you will learn:

 ▪ The difference between data and information.

 ▪ What a database is, the various types of databases, and why they are valuable assets for 
 decision making.

 ▪ The importance of database design.

 ▪ How modern databases evolved from file systems.

 ▪ About flaws in file system data management.

 ▪ The main components of the database system.

 ▪ The main functions of a database management system (DBMS).

Good decisions require good information that is derived from raw facts. These raw facts 

are known as data. Data are likely to be managed most efficiently when they are stored in 

a database. In this chapter, you will learn what a database is, what it does, and why it yields 

better results than other data management methods. You will also learn about various types 

of databases and why database design is so important.

Databases evolved from computer file systems. Although file system data management 

is now largely outmoded, understanding the characteristics of file systems is important 

because file systems are the source of serious data management limitations. In this chapter, 

you will also learn how the database system approach helps eliminate most of the short-

comings of file system data management.

Data Files Available on cengagebrain.com: 

Chapter
Available formats

MS Access Oracle MS SQL MySQL

Questions and 
Problems

Available formats

MS Access Oracle MS SQL MySQL

Ch01_Text ✓ ✓ ✓ ✓ Ch01_Problems ✓ ✓ ✓ ✓

Ch01_Design_Example ✓ ✓ ✓ ✓
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1.1 Why Databases?

Imagine trying to operate a business without knowing who your customers are, what products you are selling, who is 
working for you, who owes you money, and to whom you owe money. All businesses have to keep this type of data 
and much more; just as importantly, they must have those data available to decision makers when necessary. It can 
be argued that the ultimate purpose of all business information systems is to help businesses use information as an 
organizational resource. At the heart of all of these systems are the collection, storage, aggregation, manipulation, 
 dissemination, and management of data.

Depending on the type of information system and the characteristics of the business, these data could vary from a few 
megabytes on just one or two topics to terabytes covering hundreds of topics within the business’s internal and external 
environment. Telecommunications companies, such as Sprint and AT&T, are known to have systems that keep data 
on trillions of phone calls, with new data being added to the system at speeds up to 70,000 calls per second!1 Not only 
do these companies have to store and manage immense collections of data, they have to be able to find any given fact 
in that data quickly. Consider the case of Internet search staple Google. While Google is reluctant to disclose many 
details about its data storage specifications, it is estimated that the company responds to over 91 million searches per 
day across a collection of data that is several terabytes in size. Impressively, the results of these searches are available 
almost instantly.

How can these businesses process this much data? How can they store it all, and then quickly retrieve just the facts 
that decision makers want to know, just when they want to know it? The answer is that they use databases. Databases, 
as explained in detail throughout this book, are specialized structures that allow computer-based systems to store, 
manage, and retrieve data very quickly. Virtually all modern business systems rely on databases; therefore, a good 
understanding of how these structures are created and their proper use is vital for any information systems profes-
sional. Even if your career does not take you down the amazing path of database design and development, databases 
will be a key component underpinning the systems that you use. In any case, you will probably make decisions in your 
career based on information generated from data. Thus, it is important that you know the difference between data and 
information.

1.2 Data vs. Information

To understand what drives database design, you must understand the difference between data and information. Data 
are raw facts. The word raw indicates that the facts have not yet been processed to reveal their meaning. For example, 
suppose that a university tracks data on faculty members for reporting to accrediting bodies. To get the data for each 
faculty member into the database, you would provide a screen to allow for convenient data entry, complete with 
drop-down lists, combo boxes, option buttons, and other data-entry validation controls. Figure 1.1(a) shows a simple 
data-entry form from a software package named Sedona. When the data are entered into the form and saved, they are 
placed in the underlying database as raw data, as shown in Figure 1.1(b). Although you now have the facts in hand, 
they are not particularly useful in this format. Reading through hundreds of rows of data for faculty members does 
not provide much insight into the overall makeup of the faculty. Therefore, you transform the raw data into a data 
summary like the one shown in Figure 1.1(c). Now you can get quick answers to questions such as “What percentage 
of the faculty in the Information Systems (INFS) department are adjuncts?” In this case, you can quickly determine 
that 20 percent of the INFS faculty members are adjunct faculty. Because graphics can enhance your ability to quickly 
extract meaning from data, you show the data summary pie chart in Figure 1.1(d).

1 “Top Ten Largest Databases in the World,” Business Intelligence Lowdown, February 15, 2007, 
http://www.businessintelligencelowdown.com/2007/02/top_10_largest_.html.
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6 C H A P T E R  1

Information is the result of processing raw data to reveal its meaning. Data processing can be as simple as organizing 
data to reveal patterns or as complex as making forecasts or drawing inferences using statistical modeling. To reveal 
meaning, information requires context. For example, an average temperature reading of 105 degrees does not mean 
much unless you also know its context: Is this reading in degrees Fahrenheit or Celsius? Is this a machine temperature, 
a body temperature, or an outside air temperature? Information can be used as the foundation for decision making. For 
example, the data summary for the faculty can provide accrediting bodies with insights that are useful in determining 
whether to renew accreditation for the university.

Keep in mind that raw data must be properly formatted for storage, processing, and presentation. For example, dates 
might be stored in Julian calendar formats within the database, but displayed in a variety of formats, such as day-
month-year or month/day/year, for different purposes. Respondents’ yes/no responses might need to be converted to 
a Y/N or 0/1 format for data storage. More complex formatting is required when working with complex data types, 
such as sounds, videos, or images.

In this “information age,” production of accurate, relevant, and timely information is the key to good decision making. In 
turn, good decision making is the key to business survival in a global market. We are now said to be entering the “knowl-
edge age.”2 Data are the foundation of information, which is the bedrock of knowledge—that is, the body of information 
and facts about a specific subject. Knowledge implies familiarity, awareness, and understanding of information as it applies 
to an environment. A key characteristic of knowledge is that “new” knowledge can be derived from “old” knowledge.

2 Peter Drucker coined the phrase “knowledge worker” in 1959 in his book Landmarks of Tomorrow. In 1994, Esther Dyson, George Keyworth, and 
Dr. Alvin Toffler introduced the concept of the “knowledge age.”

a) Data entry screen b) Raw data

c) Information in summary format d) Information in graphical format

FIGURE
1.1

Transforming raw data into information

Cengage Learning © 2015
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Let’s summarize some key points:

•	 Data constitute the building blocks of information.

•	 Information is produced by processing data.

•	 Information is used to reveal the meaning of data.

•	 Accurate, relevant, and timely information is the key to good decision making.

•	 Good decision making is the key to organizational survival in a global environment.

Timely and useful information requires accurate data. Such data must be properly generated and stored in a format 
that is easy to access and process. And, like any basic resource, the data environment must be managed carefully. 
Data management is a discipline that focuses on the proper generation, storage, and retrieval of data. Given the 
crucial role that data play, it should not surprise you that data management is a core activity for any business, govern-
ment agency, service organization, or charity.

1.3 Introducing the Database

Efficient data management typically requires the use of a computer database. A database is a shared, integrated 
 computer structure that stores a collection of the following:

•	 End-user data—that is, raw facts of interest to the end user.

•	 Metadata, or data about data, through which the end-user data are integrated and managed.

The metadata describe the data characteristics and the set of relationships that links the data found within the database. 
For example, the metadata component stores information such as the name of each data element, the type of values 
(numeric, dates, or text) stored on each data element, and whether the data element can be left empty. The meta-
data provide information that complements and expands the value and use of the data. In short, metadata present a 
more complete picture of the data in the database. Given the characteristics of metadata, you might hear a database 
described as a “collection of self-describing data.”

A database management system (DBMS) is a collection of programs that manages the database structure and 
controls access to the data stored in the database. In a sense, a database resembles a very well-organized electronic 
filing cabinet in which powerful software (the DBMS) helps manage the cabinet’s contents.

 1.3.1  Role and advantages of the DbMs

The DBMS serves as the intermediary between the user and the database. The database structure itself is stored as 
a collection of files, and the only way to access the data in those files is through the DBMS. Figure 1.2 emphasizes 
the point that the DBMS presents the end user (or application program) with a single, integrated view of the data in 
the database. The DBMS receives all application requests and translates them into the complex operations required 
to fulfill those requests. The DBMS hides much of the database’s internal complexity from the application programs 
and users. The application program might be written by a programmer using a programming language, such as Visual 
Basic.NET, Java, or C#, or it might be created through a DBMS utility program.
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8 C H A P T E R  1

Having a DBMS between the end user’s applications and the database offers some important advantages. First, the 
DBMS enables the data in the database to be shared among multiple applications or users. Second, the DBMS 
 integrates the many different users’ views of the data into a single all-encompassing data repository.

Because data are the crucial raw material from which information is derived, you must have a good method to manage 
such data. As you will discover in this book, the DBMS helps make data management more efficient and effective. In 
particular, a DBMS provides these advantages:

•	 Improved data sharing. The DBMS helps create an environment in which end users have better access to 
more and better-managed data. Such access makes it possible for end users to respond quickly to changes in 
their environment.

•	 Improved data security. The more users access the data, the greater the risks of data security breaches. 
Corporations invest considerable amounts of time, effort, and money to ensure that corporate data are used 
properly. A DBMS provides a framework for better enforcement of data privacy and security policies.

•	 Better data integration. Wider access to well-managed data promotes an integrated view of the organization’s 
operations and a clearer view of the big picture. It becomes much easier to see how actions in one segment of 
the company affect other segments.

•	 Minimized data inconsistency. Data inconsistency exists when different versions of the same data appear 
in different places. For example, data inconsistency exists when a company’s sales department stores a sales 
representative’s name as Bill Brown and the company’s personnel department stores that same person’s name 
as William G. Brown, or when the company’s regional sales office shows the price of a product as $45.95 
and its national sales office shows the same product’s price as $43.95. The probability of data inconsistency is 
greatly reduced in a properly designed database.

•	 Improved data access. The DBMS makes it possible to produce quick answers to ad hoc queries. From a 
database perspective, a query is a specific request issued to the DBMS for data manipulation—for example, to 
read or update the data. Simply put, a query is a question, and an ad hoc query is a spur-of-the-moment ques-
tion. The DBMS sends back an answer (called the query result set) to the application. For example, when 
dealing with large amounts of sales data, end users might want quick answers to questions (ad hoc queries). 
Some examples include the following:

- What was the dollar volume of sales by product during the past six months?

End users

End users

Application
request

Data

Application
request Data

Database structure

DBMS
(Database

management system)

Customers

Invoices

Products

Metadata

End-user
data

Single

Integrated

http://

FIGURE
1.2

The DBMS manages the interaction between the end user and the database

Cengage Learning © 2015
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 D A T A B A S E  S Y S T E M S  9

- What is the sales bonus figure for each of our salespeople during the past three months?

- How many of our customers have credit balances of $3,000 or more?

•	 Improved decision making. Better-managed data and improved data access make it possible to generate 
 better-quality information, on which better decisions are based. The quality of the information generated 
depends on the quality of the underlying data. Data quality is a comprehensive approach to promoting 
the accuracy, validity, and timeliness of the data. While the DBMS does not guarantee data quality, it pro-
vides a framework to facilitate data quality initiatives. Data quality concepts will be covered in more detail in 
Chapter 15, Database Administration and Security.

•	 Increased end-user productivity. The availability of data, combined with the tools that transform data into 
usable information, empowers end users to make quick, informed decisions that can make the difference 
between success and failure in the global economy.

The advantages of using a DBMS are not limited to the few just listed. In fact, you will discover many more advantages 
as you learn more about the technical details of databases and their proper design.

 1.3.2  types of Databases

A DBMS can be used to build many different types of databases. Each database stores a particular collection of data and is 
used for a specific purpose. Over the years, as technology and innovative uses of databases have evolved, different methods 
have been used to classify databases. For example, databases can be classified by the number of users supported, where 
the data are located, the type of data stored, the intended data usage, and the degree to which the data are structured.

The number of users determines whether the database is classified as single user or multiuser. A single-user database 
supports only one user at a time. In other words, if user A is using the database, users B and C must wait until 
user A is done. A single-user database that runs on a personal computer is called a desktop database. In con-
trast, a multiuser database supports multiple users at the same time. When the multiuser database supports a 
relatively small number of users (usually fewer than 50) or a specific department within an organization, it is called a 
workgroup database. When the database is used by the entire organization and supports many users (more than 50, 
usually hundreds) across many departments, the database is known as an enterprise database.

Location might also be used to classify the database. For example, a database that supports data located at a single 
site is called a centralized database. A database that supports data distributed across several different sites is called 
a distributed database. The extent to which a database can be distributed and the way in which such distribution is 
managed are addressed in detail in Chapter 12, Distributed Database Management Systems. 

Both centralized and decentralized (distributed) databases require a well-defined infrastructure (hardware, operating 
systems, network technologies, etc.) to implement and operate the database. Typically, the infrastructure is owned and 
maintained by the organization that creates and operates the database. But in recent years the use of cloud databases 
has been growing in popularity. A cloud database is a database that is created and maintained using cloud data 
services, such as Microsoft Azure or Amazon’s AWS. These services, provided by third-party vendors, provide defined 
performance measures (data storage capacity, required throughput, and availability) for the database, but do not neces-
sarily specify the underlying infrastructure to implement it. The data owner does not have to know, or be concerned 
about, what hardware and software is being used to support their database. The performance capabilities can be 
renegotiated with the cloud provider as the business demands on the database change. For example, during the 2012 
presidential election in the United States, the Obama campaign used a cloud database hosted on infrastructure capabili-
ties purchased from Amazon. The campaign did not have to buy, install, configure, or maintain any hardware, operat-
ing systems, or network devices. It simply purchased storage and processing capacity for its data and applications. As 
the demands on the database increased, additional processing and storage capabilities could be purchased as needed.

In some contexts, such as research environments, a popular way of classifying databases is according to the type of data 
stored in them. Using this criterion, databases are grouped into two categories: general-purpose and  discipline-specific 
databases. General-purpose databases contain a wide variety of data used in multiple disciplines—for example, 
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10 C H A P T E R  1

a census database that contains general demographic data, and the LexisNexis and ProQuest databases that  contain 
newspaper, magazine, and journal articles for a variety of topics. Discipline-specific databases contain data focused 
on specific subject areas. The data in this type of database are used mainly for academic or research purposes within 
a small set of disciplines. Examples of discipline-specific databases include financial data stored in databases such as 
CompuStat or CRSP, geographic information system (GIS) databases that store geospatial and other related data, and 
medical databases that store confidential medical history data.

The most popular way of classifying databases today, however, is based on how they will be used and on the time 
sensitivity of the information gathered from them. For example, transactions such as product or service sales, pay-
ments, and supply purchases reflect critical day-to-day operations. Such transactions must be recorded accurately and 
immediately. A database that is designed primarily to support a company’s day-to-day operations is classified as an 
operational database, also known as an online transaction processing (OLTP), transactional, or production 
database. In contrast, an analytical database focuses primarily on storing historical data and business metrics used 
exclusively for tactical or strategic decision making. Such analysis typically requires extensive “data massaging” (data 
manipulation) to produce information on which to base pricing decisions, sales forecasts, market strategies, and so on. 
Analytical databases allow the end user to perform advanced data analysis of business data using sophisticated tools.

Typically, analytical databases comprise two main components: a data warehouse and an online analytical processing 
(OLAP) front end. The data warehouse is a specialized database that stores data in a format optimized for decision 
support. The data warehouse contains historical data obtained from the operational databases as well as data from 
other external sources. Online analytical processing (OLAP) is a set of tools that work together to provide an 
advanced data analysis environment for retrieving, processing, and modeling data from the data warehouse. In recent 
times, this area of database application has grown in importance and usage, to the point that it has evolved into its own 
discipline: business intelligence. The term business intelligence describes a comprehensive approach to capture and 
process business data with the purpose of generating information to support business decision making. Chapter 13, 
Business Intelligence and Data Warehouses, covers this topic in detail.

Databases can also be classified to reflect the degree to which the data are structured. Unstructured data are data 
that exist in their original (raw) state—that is, in the format in which they were collected. Therefore, unstructured data 
exist in a format that does not lend itself to the processing that yields information. Structured data are the result of 
formatting unstructured data to facilitate storage, use, and the generation of information. You apply structure (format) 
based on the type of processing that you intend to perform on the data. Some data might not be ready (unstructured) 
for some types of processing, but they might be ready (structured) for other types of processing. For example, the data 
value 37890 might refer to a zip code, a sales value, or a product code. If this value represents a zip code or a product 
code and is stored as text, you cannot perform mathematical computations with it. On the other hand, if this value 
represents a sales transaction, it must be formatted as numeric.

To further illustrate the concept of structure, imagine a stack of printed paper invoices. If you want to merely store 
these invoices as images for future retrieval and display, you can scan them and save them in a graphic format. On the 
other hand, if you want to derive information such as monthly totals and average sales, such graphic storage would not 
be useful. Instead, you could store the invoice data in a (structured) spreadsheet format so that you can perform the 
requisite computations. Actually, most data you encounter are best classified as semistructured. Semistructured data 
have already been processed to some extent. For example, if you look at a typical webpage, the data are presented in 
a prearranged format to convey some information. The database types mentioned thus far focus on the storage and 
management of highly structured data. However, corporations are not limited to the use of structured data. They also 
use semistructured and unstructured data. Just think of the valuable information that can be found on company emails, 
memos, and documents such as procedures, rules, and webpages. Unstructured and semistructured data storage and 
management needs are being addressed through a new generation of databases known as XML databases. Extensible 
Markup Language (XML) is a special language used to represent and manipulate data elements in a textual format. 
An XML database supports the storage and management of semistructured XML data.

Table 1.1 compares the features of several well-known database management systems.
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With the emergence of the World Wide Web and Internet-based technologies as the basis for the new “social media” 
generation, great amounts of data are being stored and analyzed. Social media refers to web and mobile technologies 
that enable “anywhere, anytime, always on” human interactions. Websites such as Google, Facebook, Twitter, and 
LinkedIn capture vast amounts of data about end users and consumers. These data grow exponentially and require the 
use of specialized database systems. For example, in June 2012, over 400 million tweets were posted every day on 
Twitter, and that number continues to grow. As a result, the MySQL database Twitter was using to store user content 
was frequently overloaded by demand.4 Facebook faces similar challenges. With over 500 terabytes of data coming in 
each day, it stores over 100 petabytes of data in a single data storage file system. From this data, its database scans 
over 200 terabytes of data each hour to process user actions, including status updates, picture requests, and billions of 
“Like” actions.5 Over the past few years, this new breed of specialized database has grown in sophistication and wide-
spread usage. Currently, this new type of database is known as a NoSQL database. The term NoSQL (Not only SQL) 
is generally used to describe a new generation of database management systems that is not based on the traditional 
relational database model. NoSQL databases are designed to handle the unprecedented volume of data, variety of data 
types and structures, and velocity of data operations that are characteristic of these new business requirements. You 
will learn more about this type of system in Chapter 2, Data Models.

1.4 Why Database Design is Important

Database design refers to the activities that focus on the design of the database structure that will be used to store and 
manage end-user data. A database that meets all user requirements does not just happen; its structure must be designed 
carefully. In fact, database design is such a crucial aspect of working with databases that most of this book is dedicated to the 
development of good database design techniques. Even a good DBMS will perform poorly with a badly designed database.

Data are one of an organization’s most valuable assets. Data on customers, employees, orders, and receipts are all vital 
to the existence of a company. Tracking key growth and performance indicators are also vital to strategic and tactical 
plans to ensure future success; therefore, an organization’s data must not be handled lightly or carelessly. Thorough 
planning to ensure that data are properly used and leveraged to give the company the most benefit is just as important 
as proper financial planning to ensure that the company gets the best use from its financial resources.

Because current-generation DBMSs are easy to use, an unfortunate side effect is that many computer-savvy business 
users gain a false sense of confidence in their ability to build a functional database. These users can effectively navigate 
the creation of database objects, but without the proper understanding of database design, they tend to produce flawed, 
overly simplified structures that prevent the system from correctly storing data that corresponds to business realities, 
which produces incomplete or erroneous results when the data are retrieved. Consider the data shown in Figure 1.3, 
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PRODUCT NUMBER OF USERS DATA LOCATION DATA USAGE XML

SINGLE 
USER

MULTIUSER

CENTRALIZED DISTRIBUTED OPERATIONAL ANALYTICALWORKGROUP ENTERPRISE

MS Access X X X X

MS SQL Server X3 X X X X X X X

IBM DB2 X3 X X X X X X X

MySQL X X X X X X X X

Oracle RDBMS X3 X X X X X X X

Types of DatabasesTABLE 
1.1

3 Vendor offers single-user/personal DBMS version.
4 Shea Bennett, “Twitter now seeing 400 million tweets per day, increased mobile ad revenue, says CEO,” All Twitter, the Unofficial Twitter Resource, 
June 7, 2012, http://www.mediabistro.com/alltwitter/twitter-400-million-tweets_b23744
5 Josh Constine, “How big is Facebook’s data? 2.5 Billion pieces of content and 500+ terabytes of data ingested every day,” Tech Crunch, August 22, 
2012, http://techcrunch.com/2012/08/22/how-big-is-facebooks-data-2-5-billion-pieces-of-content-and-500-terabytes-ingested-every-day/
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12 C h a p t e r  1

which illustrates the storage of data about employees and skills. Some employees have not passed a certification test in 
any skill, while others have been certified in several skills. Some certified skills are stored for several employees, while 
other skills have no employees that hold those certifications. 

FIGURE
1.3

Employee skill certi	cation in a poor design

Database name: Ch01_Text

Cengage Learning © 2015

Based on this storage of the data, notice the following problems:

•	 It would be difficult, if not impossible, to produce an alphabetical listing of employees based on their last names.

•	 To determine how many employees are certified in Basic Database Manipulation, you would need a program 
that counts the number of those certifications recorded in Skill1 and places it in a variable. Then the count of 
those certifications in Skill2 could be calculated and added to the variable. Finally, the count of those certifica-
tions in Skill3 could be calculated and added to the variable to produce the total.

•	 If you redundantly store the name of a skill with each employee who is certified in that skill, you run the risk of 
spelling the name differently for different employees. For example, the skill Basic Database Manipulation is 
also entered as Basic DB Manipulation for at least one employee in Figure 1.3, which makes it difficult to get 
an accurate count of employees who have the certification.

•	 The structure of the database will have to be changed by adding more columns to the table when an employee 
is certified in a fourth skill. It will have to be modified again if an employee is certified in a fifth skill.

Contrast this poor design with that shown in Figure 1.4, where the design has been improved by decomposing the 
data into three related tables. These tables contain all of the same data that were represented in Figure 1.3, but they 
are structured so that you can easily manipulate the data to view it in different ways and answer simple questions.
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 D a t a b a s e  s y s t e m s  1 3

With the improved structure in Figure 1.4, you can use simple commands in a standard data manipulation language to 
do the following:

•	 Produce an alphabetical listing of employees by last name:

 SELECT * FROM EMPLOYEE ORDER BY EMPLOYEE_LNAME;

•	 Determine how many employees are certified in Basic Database Manipulation:

 SELECT Count(*)

 FROM SKILL JOIN CERTIFIED ON SKILL.SKILL_ID = CERTIFIED.SKILL_ID

 WHERE SKILL_NAME = ‘Basic Database Manipulation’;

You will learn more about these commands in Chapter 7, Introduction to Structured Query Language.

Note that because each skill name is stored only once, the names cannot be spelled or abbreviated differently for 
 different employees. Also, the additional certification of an employee with a fourth or fifth skill does not require 
changes to the structure of the tables.

Proper database design requires the designer to identify precisely the database’s expected use. Designing a transac-
tional database emphasizes accurate and consistent data and operational speed. Designing a data warehouse database 
emphasizes the use of historical and aggregated data. Designing a database to be used in a centralized, single-user 
environment requires a different approach from that used in the design of a distributed, multiuser database. This book 

Database name: Ch01_Text

Table name: SKILL

Table name: EMPLOYEE Table name: CERTIFIED

FIGURE
1.4

Employee skill certi�cations in a good design
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14 C H A P T E R  1

emphasizes the design of transactional, centralized, single-user, and multiuser databases. Chapters 12 and 13 also 
examine critical issues confronting the designer of distributed and data warehouse databases.

Designing appropriate data repositories of integrated information using the two-dimensional table structures found in 
most databases is a process of decomposition. The integrated data must be decomposed properly into its constituent 
parts, with each part stored in its own table. Further, the relationships between these tables must be carefully consid-
ered and implemented so the integrated view of the data can be re-created later as information for the end user. A well-
designed database facilitates data management and generates accurate and valuable information. A poorly designed 
database is likely to become a breeding ground for difficult-to-trace errors that may lead to bad decision making—and 
bad decision making can lead to the failure of an organization. Database design is simply too important to be left to 
luck. That’s why college students study database design, why organizations of all types and sizes send personnel to 
database design seminars, and why database design consultants often make an excellent living.

1.5 Evolution of File System Data Processing

Understanding what a database is, what it does, and the proper way to use it can be clarified by considering what a data-
base is not. A brief explanation of the evolution of file system data processing can be helpful in understanding the data 
access limitations that databases attempt to overcome. Understanding these limitations is relevant to database designers 
and developers because database technologies do not make these problems magically disappear—database technolo-
gies simply make it easier to create solutions that avoid these problems. Creating database designs that avoid the pitfalls 
of earlier systems requires that the designer understand these problems and how to avoid them; otherwise, the database 
technologies are no better (and are potentially even worse!) than the technologies and techniques they have replaced.

 1.5.1  Manual File systems

To be successful, an organization must develop systems for handling core business tasks. Historically, such systems were 
often manual, paper-and-pencil systems. The papers within these systems were organized to facilitate the expected 
use of the data. Typically, this was accomplished through a system of file folders and filing cabinets. As long as a col-
lection of data was relatively small and an organization’s business users had few reporting requirements, the manual 
system served its role well as a data repository. However, as organizations grew and as reporting requirements became 
more complex, keeping track of data in a manual file system became more difficult. Therefore, companies looked to 
computer technology for help.

 1.5.2  Computerized File systems

Generating reports from manual file systems was slow and cumbersome. In fact, some business managers faced 
 government-imposed reporting requirements that led to weeks of intensive effort each quarter, even when 
a  well-designed manual system was used. Therefore, a data processing (DP) specialist was hired to create a 
 computer-based system that would track data and produce required reports.

Initially, the computer files within the file system were similar to the manual files. A simple example of a customer 
data file for a small insurance company is shown in Figure 1.5. (You will discover later that the file structure shown in 
Figure 1.5, although typically found in early file systems, is unsatisfactory for a database.)
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 D A T A B A S E  S Y S T E M S  1 5

The description of computer files requires a specialized vocabulary. Every discipline develops its own terminology to 
enable its practitioners to communicate clearly. The basic file vocabulary shown in Table 1.2 will help you to under-
stand subsequent discussions more easily.

C_NAME  = Customer name A_NAME = Agent name
C_PHONE = Customer phone A_PHONE = Agent phone
C_ADDRESS = Customer address TP = Insurance type
C_ZIP = Customer zip code AMT = Insurance policy amount, in thousands of $
  REN = Insurance renewal date

FIGURE
1.5

Contents of the CUSTOMER �le
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Database name: Ch01_Text

o n l i n e  C o n t e n t

The databases used in each chapter are available at www.cengagebrain.com. Throughout the book, Online 
Content boxes highlight material related to chapter content on the website.

TERM DEFINITION
Data Raw facts, such as a telephone number, a birth date, a customer name, and a year-to-date (YTD) 

sales value. Data have little meaning unless they have been organized in some logical manner.
Field A character or group of characters (alphabetic or numeric) that has a specific meaning. A field is 

used to define and store data.
Record A logically connected set of one or more fields that describes a person, place, or thing. For exam-

ple, the fields that constitute a record for a customer might consist of the customer’s name, address, 
phone number, date of birth, credit limit, and unpaid balance.

File A collection of related records. For example, a file might contain data about the students currently 
enrolled at Gigantic University.

Basic File TerminologyTABLE 
1.2

Cengage Learning © 2015
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16 C H A P T E R  1

Using the proper file terminology in Table 1.2, you can identify the file components shown in Figure 1.5. The 
CUSTOMER file contains 10 records. Each record is composed of nine fields: C_NAME, C_PHONE, C_ADDRESS, 
C_ZIP, A_NAME, A_PHONE, TP, AMT, and REN. The 10 records are stored in a named file. Because the file in 
Figure 1.5 contains customer data for the insurance company, its filename is CUSTOMER.

When business users wanted data from the computerized file, they sent requests for the data to the DP specialist. For 
each request, the DP specialist had to create programs to retrieve the data from the file, manipulate it in whatever 
manner the user had requested, and present it as a printed report. If a request was for a report that had been run previ-
ously, the DP specialist could rerun the existing program and provide the printed results to the user. As other business 
users saw the new and innovative ways in which customer data were being reported, they wanted to be able to view 
their data in similar fashions. This generated more requests for the DP specialist to create more computerized files of 
other business data, which in turn meant that more data management programs had to be created, which led to even 
more requests for reports. For example, the sales department at the insurance company created a file named SALES, 
which helped track daily sales efforts. The sales department’s success was so obvious that the personnel depart-
ment manager demanded access to the DP specialist to automate payroll processing and other personnel functions. 
Consequently, the DP specialist was asked to create the AGENT file shown in Figure 1.6. The data in the AGENT file 
were used to write checks, keep track of taxes paid, and summarize insurance coverage, among other tasks.

As more and more computerized files were developed, the problems with this type of file system became apparent. 
While these problems are explored in detail in the next section, the problems basically centered on having many data 
files that contained related—often overlapping—data with no means of controlling or managing the data consistently 
across all of the files. As shown in Figure 1.7, each file in the system used its own application program to store, retrieve, 
and modify data. Also, each file was owned by the individual or the department that commissioned its creation.

A_NAME = Agent name YTD_PAY = Year-to-date pay
A_PHONE = Agent phone YTD_FIT = Year-to-date federal income tax paid
A_ADDRESS = Agent address YTD_FICA = Year-to-date Social Security taxes paid
ZIP = Agent zip code YTD_SLS = Year-to-date sales
HIRED = Agent date of hire DEP = Number of dependents

FIGURE
1.6

Contents of the AGENT �le
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Database name: Ch01_Text
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 D A T A B A S E  S Y S T E M S  1 7

The advent of computer files to store company data was significant; it not only established a landmark in the use of 
computer technologies, it also represented a huge step forward in a business’s ability to process data. Previously, users 
had direct, hands-on access to all of the business data. But they didn’t have the tools to convert those data into the 
information they needed. The creation of computerized file systems gave them improved tools for manipulating the 
company data that allowed them to create new information. However, it had the additional effect of introducing a 
schism between the end users and their data. The desire to close the gap between the end users and the data influenced 
the development of many types of computer technologies, system designs, and uses (and misuses) of many technolo-
gies and techniques. However, such developments also created a split between the ways DP specialists and end users 
viewed the data.

•	 From the DP specialist’s perspective, the computer files within the file system were created to be similar to the 
manual files. Data management programs were created to add to, update, and delete data from the file.

•	 From the end user’s perspective, the systems separated the users from the data. As the users’ competitive 
environment pushed them to make more and more decisions in less time, users became frustrated by the delay 
between conceiving of a new way to create information from the data and the point when the DP specialist 
actually created the programs to generate that information.

 1.5.3  File system Redux: Modern end-User productivity tools

The users’ desire for direct, hands-on access to data helped to fuel the adoption of personal computers for business 
use. Although not directly related to file system evolution, the ubiquitous use of personal productivity tools can intro-
duce the same problems as the old file systems.

Personal computer spreadsheet programs such as Microsoft Excel are widely used by business users, and they allow 
the user to enter data in a series of rows and columns so the data can be manipulated using a wide range of functions. 
The popularity of spreadsheet applications has enabled users to conduct sophisticated data analysis that has greatly 
enhanced their ability to understand the data and make better decisions. Unfortunately, as in the old adage “When the 
only tool you have is a hammer, every problem looks like a nail,” users have become so adept at working with spread-
sheets, they tend to use them to complete tasks for which spreadsheets are not appropriate.

Sales department Personnel department

File
Management

Programs

File
Management

Programs

File
Report

Programs

File
Report

Programs

AGENT
�le

SALES
�le

CUSTOMER
�le

FIGURE
1.7

A simple �le system

Cengage Learning © 2015

B_C8618_ch01_ptg01_hr_002-033.indd   17 12/18/13   3:22 PM

Copyright 2015 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



18 C H A P T E R  1

A common misuse of spreadsheets is as a substitute for a database. Interestingly, end users often take the limited data 
to which they have direct access and place it in a spreadsheet format similar to that of the traditional, manual data 
storage systems—which is precisely what the early DP specialists did when creating computerized data files. Due to 
the large number of users with spreadsheets, each making separate copies of the data, the resulting “file system” of 
spreadsheets suffers from the same problems as the file systems created by the early DP specialists, which are outlined 
in the next section.

1.6 Problems with File System Data Processing

The file system method of organizing and managing data was a definite improvement over the manual system, and the 
file system served a useful purpose in data management for over two decades—a very long time in the computer era. 
Nonetheless, many problems and limitations became evident in this approach. A critique of the file system method 
serves two major purposes:

•	 Understanding the shortcomings of the file system enables you to understand the development of modern 
databases.

•	 Many of the problems are not unique to file systems. Failure to understand such problems is likely to lead to 
their duplication in a database environment, even though database technology makes it easy to avoid them.

The following problems associated with file systems, whether created by DP specialists or through a series of spread-
sheets, severely challenge the types of information that can be created from the data as well as the accuracy of the 
information:

•	 Lengthy development times. The first and most glaring problem with the file system approach is that even the 
simplest data-retrieval task requires extensive programming. With the older file systems, programmers had to 
specify what must be done and how to do it. As you will learn in upcoming chapters, modern databases use a 
nonprocedural data manipulation language that allows the user to specify what must be done without specify-
ing how.

•	 Difficulty of getting quick answers. The need to write programs to produce even the simplest reports makes 
ad hoc queries impossible. Harried DP specialists who worked with mature file systems often received numer-
ous requests for new reports. They were often forced to say that the report will be ready “next week” or even 
“next month.” If you need the information now, getting it next week or next month will not serve your informa-
tion needs.

•	 Complex system administration. System administration becomes more difficult as the number of files in the 
system expands. Even a simple file system with a few files requires creating and maintaining several file man-
agement programs. Each file must have its own file management programs that allow the user to add, modify, 
and delete records; to list the file contents; and to generate reports. Because ad hoc queries are not possible, 
the file reporting programs can multiply quickly. The problem is compounded by the fact that each department 
in the organization “owns” its data by creating its own files.

•	 Lack of security and limited data sharing. Another fault of a file system data repository is a lack of security 
and limited data sharing. Data sharing and security are closely related. Sharing data among multiple geographi-
cally dispersed users introduces a lot of security risks. In terms of spreadsheet data, while many spreadsheet 
programs provide rudimentary security options, they are not always used, and even when they are, they are 
insufficient for robust data sharing among users. In terms of creating data management and reporting pro-
grams, security and data-sharing features are difficult to program and consequently are often omitted from a file 
system environment. Such features include effective password protection, the ability to lock out parts of files or 
parts of the system itself, and other measures designed to safeguard data confidentiality. Even when an attempt 
is made to improve system and data security, the security devices tend to be limited in scope and effectiveness.
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•	 Extensive programming. Making changes to an existing file structure can be difficult in a file system environ-
ment. For example, changing just one field in the original CUSTOMER file would require a program that:

1. Reads a record from the original file.

2. Transforms the original data to conform to the new structure’s storage requirements.

3. Writes the transformed data into the new file structure.

4. Repeats the preceding steps for each record in the original file.

In fact, any change to a file structure, no matter how minor, forces modifications in all of the programs that use the 
data in that file. Modifications are likely to produce errors (bugs), and additional time is spent using a debugging process 
to find those errors. Those limitations, in turn, lead to problems of structural and data dependence.

 1.6.1  structural and Data Dependence

A file system exhibits structural dependence, which means that access to a file is dependent on its structure. For 
example, adding a customer date-of-birth field to the CUSTOMER file shown in Figure 1.5 would require the four 
steps described in the previous section. Given this change, none of the previous programs will work with the new 
CUSTOMER file structure. Therefore, all of the file system programs must be modified to conform to the new file 
structure. In short, because the file system application programs are affected by changes in the file structure, they 
exhibit structural dependence. Conversely, structural independence exists when you can change the file structure 
without affecting the application’s ability to access the data.

Even changes in the characteristics of data, such as changing a field from integer to decimal, require changes in all 
the programs that access the file. Because all data access programs are subject to change when any of the file’s data 
storage characteristics change (that is, changing the data type), the file system is said to exhibit data dependence. 
Conversely, data independence exists when you can change the data storage characteristics without affecting the pro-
gram’s ability to access the data.

The practical significance of data dependence is the difference between the logical data format (how the human being 
views the data) and the physical data format (how the computer must work with the data). Any program that accesses a 
file system’s file must tell the computer not only what to do but how to do it. Consequently, each program must contain 
lines that specify the opening of a specific file type, its record specification, and its field definitions. Data dependence 
makes the file  system extremely cumbersome from the point of view of a programmer and database manager.

 1.6.2  Data Redundancy

The file system’s structure makes it difficult to combine data from multiple sources, and its lack of security renders 
the file system vulnerable to security breaches. The organizational structure promotes the storage of the same basic 
data in different locations. (Database professionals use the term islands of information for such scattered data 
locations.) The dispersion of data is exacerbated by the use of spreadsheets to store data. In a file system, the entire 
sales department would share access to the SALES data file through the data management and reporting programs 
created by the DP specialist. With the use of spreadsheets, each member of the sales department can create his or 
her own copy of the sales data. Because data stored in different locations will probably not be updated consistently, 
the islands of information often contain different versions of the same data. For example, in Figures 1.5 and 1.6, the 
agent names and phone numbers occur in both the CUSTOMER and the AGENT files. You only need one correct 
copy of the agent names and phone numbers. Having them occur in more than one place produces data redundancy. 
Data redundancy exists when the same data are stored unnecessarily at different places.

Uncontrolled data redundancy sets the stage for the following:

•	 Poor data security. Having multiple copies of data increases the chances for a copy of the data to be sus-
ceptible to unauthorized access. Chapter 15, Database Administration and Security, explores the issues and 
techniques associated with securing data.
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20 C H A P T E R  1

•	 Data inconsistency. Data inconsistency exists when different and conflicting versions of the same data appear 
in different places. For example, suppose you change an agent’s phone number in the AGENT file. If you 
forget to make the corresponding change in the CUSTOMER file, the files contain different data for the same 
agent. Reports will yield inconsistent results that depend on which version of the data is used.

note

Data that display data inconsistency are also referred to as data that lack data integrity. Data integrity is 
defined as the condition in which all of the data in the database are consistent with the real-world events and 
conditions. In other words, data integrity means that:

•	 Data are accurate—there are no data inconsistencies.

•	 Data are verifiable—the data will always yield consistent results.

•	 Data-entry errors are more likely to occur when complex entries (such as 10-digit phone numbers) are made in 
several different files or recur frequently in one or more files. In fact, the CUSTOMER file shown in Figure 1.5 
contains just such an entry error: the third record in the CUSTOMER file has a transposed digit in the agent’s 
phone number (615-882-2144 rather than 615-882-1244).

•	 It is possible to enter a nonexistent sales agent’s name and phone number into the CUSTOMER file, but cus-
tomers are not likely to be impressed if the insurance agency supplies the name and phone number of an agent 
who does not exist. Should the personnel manager allow a nonexistent agent to accrue bonuses and benefits? 
In fact, a data-entry error such as an incorrectly spelled name or an incorrect phone number yields the same 
kind of data integrity problems.

•	 Data anomalies. The dictionary defines anomaly as “an abnormality.” Ideally, a field value change should be 
made in only a single place. Data redundancy, however, fosters an abnormal condition by forcing field value 
changes in many different locations. Look at the CUSTOMER file in Figure 1.5. If agent Leah F. Hahn decides 
to get married and move, the agent name, address, and phone number are likely to change. Instead of making 
these changes in a single file (AGENT), you must also make the change each time that agent’s name and phone 
number occur in the CUSTOMER file. You could be faced with the prospect of making hundreds of correc-
tions, one for each of the customers served by that agent! The same problem occurs when an agent decides 
to quit. Each customer served by that agent must be assigned a new agent. Any change in any field value must 
be correctly made in many places to maintain data integrity. A data anomaly develops when not all of the 
required changes in the redundant data are made successfully. The data anomalies found in Figure 1.5 are 
commonly defined as follows:

 - Update anomalies. If agent Leah F. Hahn has a new phone number, it must be entered in each of the 
CUSTOMER file records in which Ms. Hahn’s phone number is shown. In this case, only four changes 
must be made. In a large file system, such a change might occur in hundreds or even thousands of records. 
Clearly, the potential for data inconsistencies is great.

 - Insertion anomalies. If only the CUSTOMER file existed and you needed to add a new agent, you would 
also add a dummy customer data entry to reflect the new agent’s addition. Again, the potential for creating 
data inconsistencies would be great.

 - Deletion anomalies. If you delete the customers Amy B. O’Brian, George Williams, and Olette K. Smith, 
you will also delete John T. Okon’s agent data. Clearly, this is not desirable.
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 1.6.3  Lack of Design and Data-Modeling skills

A new problem that has evolved with the use of personal productivity tools (such as spreadsheet and desktop data-
bases) is that users typically lack proper design and data-modeling skills. People naturally have an integrated view of the 
data in their environment. For example, consider a student’s class schedule. The schedule probably contains the stu-
dent’s identification number and name, class code, class description, class credit hours, class instructor name, the class 
meeting days and times, and the class room number. In the mind of the student, these various data items compose a 
single unit. If a student organization wanted to keep a record of the schedules of its members, an end user might make 
a spreadsheet to store the schedule information. Even if the student makes a foray into the realm of desktop databases, 
he or she is likely to create a structure composed of a single table that mimics the schedule structure. As you will learn 
in the coming chapters, forcing this type of integrated data into a single two-dimensional table structure is a poor data 
design that leads to a large degree of redundancy for several data items.

Data-modeling skills are also a vital part of the design process. It is important to document the design properly. Design 
documentation is necessary to facilitate communication among the database designer, the end user, and the developer. 
Data modeling, as introduced later in this text, is the most common method of documenting database designs. Using 
a standardized data-modeling technique ensures that the data model fulfills its role in facilitating communication. The 
data model also provides an invaluable resource when maintaining or modifying a database as business requirements 
change. The data designs created by end users are rarely documented and never with an appropriate standardized 
data-modeling technique. On a positive note, however, this book will help you develop the skills needed to design and 
model a successful database that avoids the problems listed earlier in this section.

1.7 Database Systems

The problems inherent in file systems make using a database system very desirable. Unlike the file system, with its 
many separate and unrelated files, the database system consists of logically related data stored in a single logical data 
repository. (The “logical” label reflects the fact that the data repository appears to be a single unit to the end user, even 
though data might be physically distributed among multiple storage facilities and locations.) Because the database’s 
data repository is a single logical unit, the database represents a major change in the way end-user data are stored, 
accessed, and managed. The database’s DBMS, shown in Figure 1.8, provides numerous advantages over file system 
management, shown in Figure 1.7, by making it possible to eliminate most of the file system’s data inconsistency, data 
anomaly, data dependence, and structural dependence problems. Better yet, the current generation of DBMS software 
stores not only the data structures, but also the relationships between those structures and the access paths to those 
structures—all in a central location. The current generation of DBMS software also takes care of defining, storing, and 
managing all required access paths to those components.
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Remember that the DBMS is just one of several crucial components of a database system. The DBMS may even be 
referred to as the database system’s heart. However, just as it takes more than a heart to make a human being func-
tion, it takes more than a DBMS to make a database system function. In the sections that follow, you’ll learn what a 
database system is, what its components are, and how the DBMS fits into the picture.

 1.7.1  the Database system environment

The term database system refers to an organization of components that define and regulate the collection, storage, 
management, and use of data within a database environment. From a general management point of view, the database 
system is composed of the five major parts shown in Figure 1.9: hardware, software, people, procedures, and data.

A Database System

Personnel dept.

A File System

Sales dept. Accounting dept.

Database

Accounts
Inventory

Sales
Customers
Employees

AccountsEmployees Customers Sales Inventory

DBMS

Personnel dept.

Sales dept.

Accounting dept.

FIGURE
1.8

Contrasting database and �le systems
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The database system environment
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Let’s take a closer look at the five components shown in Figure 1.9:

•	 Hardware. Hardware refers to all of the system’s physical devices, including computers (PCs, workstations, 
servers, and supercomputers), storage devices, printers, network devices (hubs, switches, routers, fiber optics), 
and other devices (automated teller machines, ID readers, and so on).

•	 Software. Although the most readily identified software is the DBMS itself, three types of software are needed 
to make the database system function fully: operating system software, DBMS software, and application 
 programs and utilities.

 - Operating system software manages all hardware components and makes it possible for all other soft-
ware to run on the computers. Examples of operating system software include Microsoft Windows, Linux, 
Mac OS, UNIX, and MVS.

 - DBMS software manages the database within the database system. Some examples of DBMS software 
include Microsoft’s SQL Server, Oracle Corporation’s Oracle, Sun’s MySQL, and IBM’s DB2.

 - Application programs and utility software are used to access and manipulate data in the DBMS and to 
 manage the computer environment in which data access and manipulation take place. Application  programs 
are most commonly used to access data within the database to generate reports, tabulations, and other infor-
mation to facilitate decision making. Utilities are the software tools used to help manage the database system’s 
computer components. For example, all of the major DBMS vendors now provide graphical user interfaces 
(GUIs) to help create database structures, control database access, and monitor database operations.

•	 People. This component includes all users of the database system. On the basis of primary job functions, five 
types of users can be identified in a database system: system administrators, database administrators, database 
designers, system analysts and programmers, and end users. Each user type, described next, performs both 
unique and complementary functions.

 - System administrators oversee the database system’s general operations.
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 - Database administrators, also known as DBAs, manage the DBMS and ensure that the database is func-
tioning properly. The DBA’s role is sufficiently important to warrant a detailed exploration in Chapter 15, 
Database Administration and Security.

 - Database designers design the database structure. They are, in effect, the database architects. If the data-
base design is poor, even the best application programmers and the most dedicated DBAs cannot produce 
a useful database environment. Because organizations strive to optimize their data resources, the database 
designer’s job description has expanded to cover new dimensions and growing responsibilities.

 - System analysts and programmers design and implement the application programs. They design and  create the 
data-entry screens, reports, and procedures through which end users access and manipulate the database’s data.

 - End users are the people who use the application programs to run the organization’s daily operations. For 
example, sales clerks, supervisors, managers, and directors are all classified as end users. High-level end 
users employ the information obtained from the database to make tactical and strategic business decisions.

•	 Procedures. Procedures are the instructions and rules that govern the design and use of the database  system. 
Procedures are a critical, although occasionally forgotten, component of the system. Procedures play an 
 important role in a company because they enforce the standards by which business is conducted within the 
organization and with customers. Procedures also help to ensure that companies have an organized way to 
monitor and audit the data that enter the database and the information generated from those data.

•	 Data. The word data covers the collection of facts stored in the database. Because data are the raw material 
from which information is generated, determining what data to enter into the database and how to organize 
those data is a vital part of the database designer’s job.

A database system adds a new dimension to an organization’s management structure. The complexity of this managerial 
structure depends on the organization’s size, its functions, and its corporate culture. Therefore, database systems can be cre-
ated and managed at different levels of complexity and with varying adherence to precise standards. For example, compare 
a local convenience store system with a national insurance claims system. The convenience store system may be managed 
by two people, the hardware used is probably a single PC, the procedures are probably simple, and the data volume tends 
to be low. The national insurance claims system is likely to have at least one systems administrator, several full-time DBAs, 
and many designers and programmers; the hardware probably includes several servers at multiple locations throughout the 
United States; the procedures are likely to be numerous, complex, and rigorous; and the data volume tends to be high.

In addition to the different levels of database system complexity, managers must also take another important fact into 
account: database solutions must be cost-effective as well as tactically and strategically effective. Producing a million-dollar 
solution to a thousand-dollar problem is hardly an example of good database system selection or of good database design 
and management. Finally, the database technology already in use is likely to affect the selection of a database system.

 1.7.2  DbMs Functions

A DBMS performs several important functions that guarantee the integrity and consistency of the data in the database. Most 
of those functions are transparent to end users, and most can be achieved only through the use of a DBMS. They include data 
dictionary management, data storage management, data transformation and presentation, security management, multiuser 
access control, backup and recovery management, data integrity management, database access languages and application 
programming interfaces, and database communication interfaces. Each of these functions is explained as follows:

•	 Data dictionary management. The DBMS stores definitions of the data elements and their relationships 
(metadata) in a data dictionary. In turn, all programs that access the data in the database work through the 
DBMS. The DBMS uses the data dictionary to look up the required data component structures and rela-
tionships, thus relieving you from having to code such complex relationships in each program. Additionally, 
any changes made in a database structure are automatically recorded in the data dictionary, thereby freeing 
you from  having to modify all of the programs that access the changed structure. In other words, the DBMS 
provides data abstraction, and it removes structural and data dependence from the system. For example, 
Figure 1.10 shows how Microsoft SQL Server Express presents the data definition for the CUSTOMER table.
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•	 Data storage management. The DBMS creates and manages the complex structures required for data stor-
age, thus relieving you from the difficult task of defining and programming the physical data characteristics. 
A modern DBMS provides storage not only for the data but for related data-entry forms or screen definitions, 
report definitions, data validation rules, procedural code, structures to handle video and picture formats, and 
so on. Data storage management is also important for database performance tuning. Performance tuning 
relates to the activities that make the database perform more efficiently in terms of storage and access speed. 
Although the user sees the database as a single data storage unit, the DBMS actually stores the database in 
multiple physical data files. (See Figure 1.11.) Such data files may even be stored on different storage media. 
Therefore, the DBMS doesn’t have to wait for one disk request to finish before the next one starts. In other 
words, the DBMS can fulfill database requests concurrently. Data storage management and performance tun-
ing issues are addressed in Chapter 11, Database Performance Tuning and Query Optimization.

FIGURE
1.10

Illustrating metadata with Microsoft SQL Server Express
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•	 Data transformation and presentation. The DBMS transforms entered data to conform to required data 
structures. The DBMS relieves you of the chore of distinguishing between the logical data format and the physi-
cal data format. That is, the DBMS formats the physically retrieved data to make it conform to the user’s logi-
cal expectations. For example, imagine an enterprise database used by a multinational company. An end user 
in England would expect to enter the date July 11, 2015, as “11/07/2015.” In contrast, the same date would 
be entered in the United States as “07/11/2015.” Regardless of the data presentation format, the DBMS 
must manage the date in the proper format for each country.

•	 Security management. The DBMS creates a security system that enforces user security and data privacy. 
Security rules determine which users can access the database, which data items each user can access, and 
which data operations (read, add, delete, or modify) the user can perform. This is especially important in 
multiuser database systems. Chapter 15, Database Administration and Security, examines data security and 
privacy issues in greater detail. All database users may be authenticated to the DBMS through a username and 
password or through biometric authentication such as a fingerprint scan. The DBMS uses this information to 
assign access privileges to various database components such as queries and reports.

•	 Multiuser access control. To provide data integrity and data consistency, the DBMS uses sophisticated algo-
rithms to ensure that multiple users can access the database concurrently without compromising its integrity. 
Chapter 10, Transaction Management and Concurrency Control, covers the details of multiuser access control.

•	 Backup and recovery management. The DBMS provides backup and data recovery to ensure data safety and 
integrity. Current DBMS systems provide special utilities that allow the DBA to perform routine and special 
backup and restore procedures. Recovery management deals with the recovery of the database after a failure, 
such as a bad sector in the disk or a power failure. Such capability is critical to preserving the database’s integ-
rity. Chapter 15 covers backup and recovery issues.

•	 Data integrity management. The DBMS promotes and enforces integrity rules, thus minimizing data redun-
dancy and maximizing data consistency. The data relationships stored in the data dictionary are used to enforce 

FIGURE
1.11

Illustrating data storage management with Oracle
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The PRODORA database is actually stored in six data�les located on the 
C: drive of the database server computer.

The Oracle Enterprise Manager interface also shows the amount of space 
used by each of the data�les that comprise the single logical database.

Database Name: PRODORA.CISORA4.MTSU.EDU

The Oracle Enterprise Manager GUI shows the data storage 
management characteristics for the ORALAB database.
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note

Why a Spreadsheet Is Not a Database

While a spreadsheet allows for the manipulation of data in a tabular format, it does not support even the 
most basic database functionality such as support for self-documentation through metadata, enforcement of 
data types or domains to ensure consistency of data within a column, defined relationships among tables, 
or constraints to ensure consistency of data across related tables. Most users lack the necessary training to 
recognize the limitations of spreadsheets for these types of tasks.

data integrity. Ensuring data integrity is especially important in transaction-oriented database systems. Data 
integrity and transaction management issues are addressed in Chapter 7, Introduction to Structured Query 
Language (SQL), and Chapter 10.

•	 Database access languages and application programming interfaces. The DBMS provides data access 
through a query language. A query language is a nonprocedural language—one that lets the user specify 
what must be done without having to specify how. Structured Query Language (SQL) is the de facto 
query language and data access standard supported by the majority of DBMS vendors. Chapter 7, Introduction 
to Structure Query Language (SQL), and Chapter 8, Advanced SQL, address the use of SQL. The DBMS 
also provides application programming interfaces to procedural languages such as COBOL, C, Java, Visual 
Basic.NET, and C#. In addition, the DBMS provides administrative utilities used by the DBA and the database 
designer to create, implement, monitor, and maintain the database.

•	 Database communication interfaces. A current-generation DBMS accepts end-user requests via multiple, dif-
ferent network environments. For example, the DBMS might provide access to the database via the Internet 
through the use of web browsers such as Mozilla Firefox, Google Chrome, or Microsoft Internet Explorer. In 
this environment, communications can be accomplished in several ways:

 - End users can generate answers to queries by filling in screen forms through their preferred web browser.

 - The DBMS can automatically publish predefined reports on a website.

 - The DBMS can connect to third-party systems to distribute information via email or other productivity 
applications.

Database communication interfaces are examined in greater detail in Chapter 12, Distributed Database Management 
Systems; in Chapter 14, Database Connectivity and Web Technologies; and in Appendix I, Databases in Electronic 
Commerce. (Appendixes are available at www.cengagebrain.com.)

 1.7.3  Managing the Database system: a shift in Focus

The introduction of a database system over the file system provides a framework in which strict procedures and stan-
dards can be enforced. Consequently, the role of the human component changes from an emphasis on programming 
(in the file system) to a focus on the broader aspects of managing the organization’s data resources and on the admin-
istration of the complex database software itself.

The database system makes it possible to tackle far more sophisticated uses of the data resources, as long as the data-
base is designed to make use of that power. The kinds of data structures created within the database and the extent of 
the relationships among them play a powerful role in determining the effectiveness of the database system.

Although the database system yields considerable advantages over previous data management approaches, database 
systems do carry significant disadvantages: 

•	 Increased costs. Database systems require sophisticated hardware and software and highly skilled personnel. 
The cost of maintaining the hardware, software, and personnel required to operate and manage a database 
system can be substantial. Training, licensing, and regulation compliance costs are often overlooked when 
database systems are implemented.

B_C8618_ch01_ptg01_hr_002-033.indd   27 12/18/13   3:22 PM

Copyright 2015 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



28 C H A P T E R  1

•	 Management complexity. Database systems interface with many different technologies and have a significant 
impact on a company’s resources and culture. The changes introduced by the adoption of a database system 
must be properly managed to ensure that they help advance the company’s objectives. Because database 
systems hold crucial company data that are accessed from multiple sources, security issues must be assessed 
constantly.

•	 Maintaining currency. To maximize the efficiency of the database system, you must keep your system cur-
rent. Therefore, you must perform frequent updates and apply the latest patches and security measures to all 
components. Because database technology advances rapidly, personnel training costs tend to be significant.

•	 Vendor dependence. Given the heavy investment in technology and personnel training, companies might 
be reluctant to change database vendors. As a consequence, vendors are less likely to offer pricing point 
advantages to existing customers, and those customers might be limited in their choice of database system 
components.

•	 Frequent upgrade/replacement cycles. DBMS vendors frequently upgrade their products by adding new func-
tionality. Such new features often come bundled in new upgrade versions of the software. Some of these ver-
sions require hardware upgrades. Not only do the upgrades themselves cost money, it also costs money to train 
database users and administrators to properly use and manage the new features.

Now that you know what a database and DBMS are, and why they are necessary, you are ready to begin developing 
your career as a database professional.

1.8 Preparing for Your Database Professional Career

In this chapter, you were introduced to the concepts of data, information, databases, and DBMSs. You also learned 
that, regardless of what type of database you use (OLTP or OLAP), or what type of database environment you are 
working in (for example, Oracle, Microsoft, or IBM), the success of a database system greatly depends on how well the 
database structure is designed.

Throughout this book, you will learn the building blocks that lay the foundation for your career as a database profes-
sional. Understanding these building blocks and developing the skills to use them effectively will prepare you to work 
with databases at many different levels within an organization. A small sample of such career opportunities is shown 
in Table 1.3.
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As you also learned in this chapter, database technologies are constantly evolving to address new challenges such as 
large databases, semistructured and unstructured data, increasing processing speed, and lowering costs. While data-
base technologies can change quickly, the fundamental concepts and skills do not. It is our goal that after you learn the 
database essentials in this book, you will be ready to apply your knowledge and skills to work with traditional OLTP and 
OLAP systems as well as cutting-edge, complex database technologies such as the following:

•	 Very Large Databases (VLDB). Many vendors are addressing the need for databases that support large 
amounts of data, usually in the petabyte range. (A petabyte is more than 1,000 terabytes.) VLDB vendors 
include Oracle Exadata, IBM’s Netezza, HP’s Vertica, and Teradata. VLDB are now being overtaken in market 
interest by Big Data databases.

•	 Big Data databases. Products such as Cassandra (Facebook) and BigTable (Google) are using “columnar-database” 
technologies to support the needs of database applications that manage large amounts of “nontabular” data. See 
more about this topic in Chapter 2.

•	 In-memory databases. Most major database vendors also offer some type of in-memory database support 
to address the need for faster database processing. In-memory databases store most of their data in pri-
mary  memory (RAM) rather than in slower secondary storage (hard disks). In-memory databases include IBM’s 
solidDB and Oracle’s TimesTen.

•	 Cloud databases. Companies can now use cloud database services to quickly add database systems to their 
environment while simultaneously lowering the total cost of ownership of a new DBMS. A cloud database 
offers all the advantages of a local DBMS, but instead of residing within your organization’s network infra-
structure, it resides on the Internet. See more about this topic in Chapter 14.

We address some of these topics in this book, but not all—no single book can cover the entire realm of database tech-
nologies. This book’s primary focus is to help you learn database fundamentals, develop your database design skills, 
and master your SQL skills so you will have a head start in becoming a successful database professional. However, 
you first must learn about the tools at your disposal. In the next chapter, you will learn different approaches to data 
management and how these approaches influence your designs.

Cengage Learning © 2015

JOB TITLE DESCRIPTION SAMPLE SKILLS REQUIRED
Database Developer Create and maintain database-based 

applications
Programming, database fundamentals, SQL

Database Designer Design and maintain databases Systems design, database design, SQL
Database 
Administrator

Manage and maintain DBMS and databases Database fundamentals, SQL, vendor 
courses

Database Analyst Develop databases for decision support 
reporting

SQL, query optimization, data 
warehouses

Database Architect Design and implementation of database 
 environments (conceptual, logical, and 
physical)  

DBMS fundamentals, data modeling, 
SQL, hardware knowledge, etc.

Database 
Consultant

Help companies leverage database tech-
nologies to improve business processes and 
achieve specific goals

Database fundamentals, data modeling, 
database design, SQL, DBMS, hardware, 
vendor-specific technologies, etc.

Database Security 
Officer

Implement security policies for data 
administration

DBMS fundamentals, database 
administration, SQL, data security 
technologies, etc.

Cloud Computing 
Data Architect

Design and implement the infrastructure for 
next-generation cloud database systems

Internet technologies, cloud storage 
technologies, data security, performance 
tuning, large databases, etc.

Database Career OpportunitiesTABLE 
1.3
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 Data are raw facts. Information is the result of processing data to reveal their meaning. Accurate, relevant, and 
timely information is the key to good decision making, and good decision making is the key to organizational sur-
vival in a global environment. 

 Data are usually stored in a database. To implement a database and to manage its contents, you need a database 
management system (DBMS). The DBMS serves as the intermediary between the user and the database. The data-
base contains the data you have collected and “data about data,” known as metadata.

 Database design defines the database structure. A well-designed database facilitates data management and gener-
ates accurate and valuable information. A poorly designed database can lead to bad decision making, and bad deci-
sion making can lead to the failure of an organization.

 Databases can be classified according to the number of users supported, where the data is located, the type of data 
stored, the intended data usage, and the degree to which the data are structured. 

 Databases evolved from manual and then computerized file systems. In a file system, data are stored in independent 
files, each requiring its own data management programs. Although this method of data management is largely out-
moded, understanding its characteristics makes database design easier to comprehend.

 Some limitations of file system data management are that it requires extensive programming, system administration 
can be complex and difficult, making changes to existing structures is difficult, and security features are likely to 
be inadequate. Also, independent files tend to contain redundant data, leading to problems of structural and data 
dependence.

 Database management systems were developed to address the file system’s inherent weaknesses. Rather than 
depositing data in independent files, a DBMS presents the database to the end user as a single data repository. This 
arrangement promotes data sharing, thus eliminating the potential problem of islands of information. In addition, 
the DBMS enforces data integrity, eliminates redundancy, and promotes data security.

K e y  T e r m s

ad hoc query

analytical database

business intelligence

centralized database

cloud database

data

data anomaly

data dependence

data dictionary

data inconsistency

data independence

data integrity

data management

data processing (DP) specialist

data quality

data redundancy

data warehouse

database

database design

database management system 
(DBMS)

database system

desktop database

discipline-specific database

distributed database

enterprise database

Extensible Markup Language (XML)

field

file

general-purpose database

information

islands of information

knowledge

logical data format

metadata

multiuser database NoSQL

online analytical processing (OLAP)

online transaction processing (OLTP) 
database

operational database

performance tuning

physical data format

production database

query

query language

query result set

record

s u m m a r y
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r e V I e W  Q u e s T I O N s

1. Define each of the following terms:
a. data
b. field
c. record
d. file

2. What is data redundancy, and which characteristics of the file system can lead to it?
3. What is data independence, and why is it lacking in file systems?
4. What is a DBMS, and what are its functions?
5. What is structural independence, and why is it important?
6. Explain the differences among data, information, and a database.
7. What is the role of a DBMS, and what are its advantages? What are its disadvantages?
8. List and describe the different types of databases.
9. What are the main components of a database system?

10. What are metadata?
11. Explain why database design is important.
12. What are the potential costs of implementing a database system?
13. Use examples to compare and contrast unstructured and structured data. Which type is more prevalent in a typi-

cal business environment?
14. What are some basic database functions that a spreadsheet cannot perform?
15. What common problems does a collection of spreadsheets created by end users share with the typical file system?
16. Explain the significance of the loss of direct, hands-on access to business data that end users experienced with 

the advent of computerized data repositories.
17. Explain why the cost of ownership may be lower with a cloud database than with a traditional, company database.

semistructured data

single-user database

social media

structural dependence

structural independence

structured data

Structured Query Language (SQL)

transactional database

unstructured data

workgroup database

XML database

o n l i n e  C o n t e n t

Flashcards and crossword puzzles for key term practice are available at www.cengagebrain.com.
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Given the file structure shown in Figure P1.1, answer Problems 1–4.

1. How many records does the file contain? How many fields are there per record?
2. What problem would you encounter if you wanted to produce a listing by city? How would you solve this problem 

by altering the file structure?
3. If you wanted to produce a listing of the file contents by last name, area code, city, state, or zip code, how would 

you alter the file structure?
4. What data redundancies do you detect? How could those redundancies lead to anomalies?

5. Identify and discuss the serious data redundancy problems exhibited by the file structure shown in Figure P1.5.
6. Looking at the EMP_NAME and EMP_PHONE contents in Figure P1.5, what change(s) would you recommend?
7. Identify the various data sources in the file you examined in Problem 5.
8. Given your answer to Problem 7, what new files should you create to help eliminate the data redundancies found 

in the file shown in Figure P1.5?

P r O b l e m s

o n l i n e  C o n t e n t

The file structures you see in this problem set are simulated in a Microsoft Access database named  
Ch01_Problems, which is available at www.cengagebrain.com.  

FIGURE
P1.1

The �le structure for Problems 1–4

Cengage Learning © 2015

FIGURE
P1.5

The �le structure for Problems 5–8

Cengage Learning © 2015
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9. Identify and discuss the serious data redundancy problems exhibited by the file structure shown in Figure P1.9. 
(The file is meant to be used as a teacher class assignment schedule. One of the many problems with data redun-
dancy is the likely occurrence of data inconsistencies—two different initials have been entered for the teacher 
named Maria Cordoza.)

10. Given the file structure shown in Figure P1.9, what problem(s) might you encounter if building KOM were 
deleted?

FIGURE
P1.9

The �le structure for Problems 9–10

Cengage Learning © 2015
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